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Abstract
The Traveling Salesman Problem (TSP) has been documented in the history of combinatorial optimization since the18th century. TSP is a well-known NP-hard problem that has been extensively studied, in which a salesman aims tovisit each city in a set exactly once and return to the starting city with minimal distance traveled. The significance of theTSP lies in its applicability to many real-life scenarios. Machine Learning (ML) addresses the question of how to buildcomputers that improve automatically through experience. In the last two decades, ML has been applied in many areas.This paper aims to bridge a gap in the literature by providing a comprehensive survey of the use of ML in the TSP. Thepaper is organized around the following topics: an introduction to the subject, TSP definition, variants and related work,ML definition and methods, the research methodology used, and the results obtained. Additionally, we discuss openproblems and outline potential directions for future research.
Keywords: Machine learning; Survey; Systematic literature review; Traveling salesman problem
Resumo
O Problema do Caixeiro Viajante (TSP) tem sido documentado na história da otimização combinatória desde o séculoXVIII. O TSP é um problema bem conhecido e classificado como NP-difícil, que tem sido amplamente estudado. Nesseproblema, um caixeiro viajante deve visitar cada uma de um conjunto de cidades exatamente uma vez e retornar àcidade de partida com a menor distância total percorrida. A importância do TSP reside em sua aplicabilidade a muitoscenários da vida real. O Aprendizado de Máquina (ML) aborda a questão de como construir computadores que melhoremautomaticamente com a experiência. Nas últimas duas décadas, o ML tem sido aplicado em muitas áreas. O artigo visapreencher uma lacuna na literatura, fornecendo uma pesquisa abrangente do uso de ML no TSP. O artigo está organizadoem torno dos seguintes tópicos: uma introdução ao assunto, definição do TSP, variações e alguns trabalhos relacionados,definição e métodos de ML, a metodologia de pesquisa utilizada e os resultados. Além disso, discutimos problemas emaberto e delineamos possíveis direções para pesquisas futuras.
Palavras-Chave: Aprendizado de Máquina; Tutorial; Revisão sistemática da literatura; Problema do caixeiro viajante

1 Introduction

Matai et al. (2010) provide a basic overview of the historyof the TSP, starting from Hamilton and Kirkman in the18th century and passing through Karl Menger, Hassler,Whitney and Merrill (Biggs et al., 1986; Schrijver, 1960).
The first survey we found in the literature was

carried out by Bellmore and Nemhauser (1968). Theirmathematical definition is rigorous, but for newcomersto the area, it may be difficult to understand. In this work,we adopt the definition from Jünger et al. (1995), in whicha person, in this case a salesman, needs to travel to aset of cities exactly once, starting from and returning tothe same city, determining the minimum travel distance
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(Laporte, 1992).Machine Learning (ML), in its modern sense,originated in studies of “perception” conducted bypsychologist Frank Rosenblatt at Cornell University(Fradkov, 2020; Kodratoff, 2014; Rosenblatt, 1960, 1958,1957). It was the first prototype of modern ArtificialNeural Networks (ANNs). Years later, the Novikofftheorem provided conditions for the convergence of aperceptron learning algorithm in a finite number of steps,which became widely known in the community (Novikoff,1962). Since then, the area has advanced as applicabletechnology has also progressed.With this historical context in mind, we can nowintroduce a definition of machine learning. According toJordan and Mitchell (2015), ML addresses the questionof how to build computers that improve automaticallythrough experience. It is a field of study intersectingcomputer science and statistics and lies at the core ofartificial intelligence and data science. Today, due to theexplosion in the availability of online data and low-costcomputation, machine learning is considered one of thefastest-growing technical fields, with progress in thedevelopment of new learning algorithms and theories.The adoption of data-intensive ML methods can be foundthroughout science, technology, and commerce, leadingto more evidence-based decision-making in domainssuch as health care, manufacturing, education, financialmodeling, policing, and marketing.The main motivation for developing this work is relatedto the fact that we did not find a comprehensive systematicreview on the subject. Although Junior Mele et al. (2021)have made a significant contribution to the topic, amore comprehensive study of existing research and thepotential avenues for utilizing ML in TSP is warranted.The remainder of the paper is organized as follows:Section 2 discusses related surveys conducted in researchon the traveling salesman problem and machine learning.Section 3 describes the research method used to conductthe review. Section 4 reports the results of the systematicliterature review. Section 5 discusses the major findingsand provides recommendations for future work, whereasSection 6 summarizes gaps and limitations of currentresearch. Section 7 presents the conclusion of the study.
2 Related research
2.1 Traveling salesman problem

There are several scientific works that formally define thecanonical TSP. We briefly adopt here a standard graph-theoretic formulation, and then summarize the mainvariants that are relevant in the context of machinelearning approaches to the problem.Given a set of cities V, the TSP seeks a minimum-costtour that visits each city exactly once and returns to thestarting city. It can be modeled as an undirected graph
G = (V, A) whose vertices are the cities (v1, v2, . . . , vn), andwhose edges A represent possible connections betweenthem (∀cij, i ̸= j). Each edge (vi, vj) has an associated cost
cij ∈ R+, which can represent distance, travel time, fuelconsumption or any other non-negative measure.

The classical TSP can be formulated as
minimize n∑

i=1
n∑

j=1
i̸=j

cijxij, (1)

subject to:
n∑

i=1
i̸=j

xij = 1, ∀j ∈ {1, 2, . . . , n}, (2)
n∑

j=1
i̸=j

xij = 1, ∀i ∈ {1, 2, . . . , n}, (3)
∑
i∈S
j∈S
i̸=j

xij ≥ 1, ∀S ⊂ V, 2 ≤ |S| ≤ n − 1, (4)

where
xij =

{1 if the salesman travels from city i to j,0 otherwise. (5)
The objective function in Eq. (1) minimizes the totaltravel cost. Constraints in Eqs. (2) and (3) enforce thateach city is entered and left exactly once. Constraint Eq. (4)eliminates subtours by ensuring that any proper subset

S of nodes is left at least once. Finally, Eq. (5) defines thebinary decision variables (Osaba et al., 2020).Over time, several variants of the classical TSP havebeen proposed to better model real-world applications.Table 1 summarizes the main variants considered in thisreview, highlighting how each one modifies the originalproblem structure.As shown in Table 1, several variants explicitlyincorporate multiple objectives, time windows, limitedresources or dynamic information. These extensionsare particularly relevant for real-world routing scenarios,where distances and travel times vary due to traffic,weather or operational constraints. In our review,however, most machine learning approaches still targetstatic, metric instances, with comparatively few worksaddressing dynamic or time-dependent variants (seeFig. 10). This imbalance reveals an opportunity for MLmethods that can handle non-stationary or real-timeinformation.
2.2 Machine learning

Machine Learning (ML) involves programmingcomputers to optimize a performance criterion usingexample data or past experience (Alpaydin, 2020; Mitchell,1997). It relies on statistical theory to build mathematicalmodels, because the core task is to infer patterns fromdata and generalize to unseen cases. In this work, wefocus on how different ML paradigms have been used toconstruct or improve solvers for TSP instances, ratherthan on the internal details of the algorithms themselves.
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Table 1: Main TSP variants considered in this review.
Variant Acronym Key characteristicsSymmetric TSP sTSP Costs are symmetric, i.e., cij = cji, so the cost of going from vi to vj equalsthe reverse trip (Matai et al., 2010).Asymmetric TSP aTSP Costs are asymmetric, i.e., cij ≠ cji, typically modeled on directed graphs(Svensson, 2018; Asadpour et al., 2017).Metric TSP eTSP Defined on a complete undirected graph with edge costs satisfying thetriangle inequality, forming a metric over V (Chekuri and Quanrud, 2018).Multi-objective TSP MOTSP Minimizes a vector of at least two conflicting objectives, e.g., distanceand time, over a feasible solution space D (Jozefowiez et al., 2008; Lustand Teghem, 2010; Hameed, 2020).Time-Dependent TSP TDTSP Travel cost between nodes depends on the departure time from the originnode, modeling congestion or time-varying conditions (Bigras et al.,2008).Dynamic TSP DTSP The number or location of cities, or the cost matrix, may change overtime; cities can be inserted or deleted and edge weights may vary(Guntsch et al., 2001; Zhou et al., 2003).Multiple TSP mTSP Several salesmen share the tour, typically starting and ending atthe same depot, to visit all cities (Cheikhrouhou and Khoufi, 2021;Kitjacharoenchai et al., 2019; Rostami et al., 2015; Gutin and Punnen,2006).
Selective / Quota / Profitable TSP SeTSP /Quota /PTP Not all cities must be visited; the objective combines profit collected andtravel cost subject to resource or minimum profit constraints (Gelarehet al., 2020; Kirschstein and Bierwirth, 2018; Laporte and Martello, 1990;Soares Marques et al., 2019; Ausiello et al., 2004; Dasari et al., 2021).Travelling Purchaser Problem TPP A set of markets and products is considered; the goal is to choose marketsand quantities to satisfy product demand while minimizing routingand purchasing costs (Manerba et al., 2017; Riera-Ledesma and Salazar-González, 2005b,a).Generalized TSP GTSP Nodes are partitioned into clusters and the tour must visit at least onenode in each cluster, forming a Hamiltonian circuit over clusters (Popet al., 2023; Derya et al., 2020; Laporte et al., 1996).
MAX TSP variants sMaxTSP,mMaxTSP,semiMaxTSP Objective is to maximize the total tour cost, under symmetric, metricor semi-metric assumptions (Dirgová Luptáková and Pospíchal, 2017;Ahmed, 2013; Bao et al., 2022; Barvinok et al., 2007; Blokh and Gutin,1995).Moving-Target TSP MT-TSP Targets move over time along random or predefined trajectories, so theirlocations must be updated as the tour progresses (Wang and Wang, 2023;Maskooki and Kallio, 2023; Helvig et al., 2003).

Today, ML is usually divided into three subareas:supervised, unsupervised, and reinforcement learning.Although discussing each algorithm in detail would bevaluable, doing so would be beyond the scope of this paper.The key here is to acknowledge their existence and typicalroles.
2.2.1 Supervised Learning (SL)
SL involves learning a mapping between a set of inputvariables X and an output variable Y, and then applyingthis mapping to predict the outputs for unseen data(Cunningham et al., 2008). There is a distinction in SLdepending on the output. If the output is a label, the taskis called a classification problem. On the other hand, ifthe output is a numerical value, the problem is called aregression problem (Alpaydin, 2020).

In the literature, there are several SL algorithms, someof which can be found in Nasteski (2017); Osisanwoet al. (2017); Learned-Miller (2014); Hastie et al. (2009).The most well-known are linear and logistic regression,

decision trees, random forests (RF), Naïve Bayes (NB),Bayesian networks (BN), support vector machines (SVM),and artificial neural networks (ANN).SL has been successfully applied in many domains,including biomedical data analysis, signal processing andindustrial monitoring (Yakimovich et al., 2021; Won et al.,2021; Moshkbar-Bakhshayesh, 2019).
2.2.2 Unsupervised Learning (UL)
In UL, the objective is to identify patterns or regularitieswithin input data, because we do not have a desired output.There is a structure to the input space such that certainpatterns occur more often than others, and we want to seewhat generally happens and what does not. In statistics,this is called density estimation. One method for densityestimation is clustering (Alpaydin, 2020).Clustering (or cluster analysis) aims to organize acollection of data items into clusters such that items withina cluster are more similar to each other than they areto items in other clusters. This notion of similarity can
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be expressed in different ways, according to the purposeof the study, domain-specific assumptions, and priorknowledge of the problem (Grira et al., 2004).To support the widespread application of clusteringin areas such as image classification, urban studies,molecular simulation data, and data science Wang andBiljecki (2022); Kontolati et al. (2022); Ige and Noor (2022).Examples of unsupervised learning techniquesand algorithms include the Apriori algorithm, ECLATalgorithm, frequent pattern growth algorithm, clusteringusing k-means, hierarchical clustering, support vectormachines, and self-organizing maps (Naeem et al., 2023;Károly et al., 2018).
2.2.3 Reinforcement Learning (RL)RL is a multidisciplinary field that encompassespsychology, neuroscience, computer science, cybernetics,and statistics.It can be defined as a learning process aimed at solvinga problem through trial-and-error interactions with adynamic environment. During each interaction stepwith the environment, the agent receives an input, thecurrent state, denoted as si ∈ S, where i = 0, 1, . . . , nrepresents time and S is a finite set. Subsequently, theagent selects an action, ai ∈ A, with A being anotherfinite set. This changes the state of the environmentand generates a reinforcement value for the state-actionpair. The objective is to create a policy that, over time,maximizes the expected cumulative rewards (Oh et al.,2020; Sutton and Barto, 2018; Da Silva and Romero, 2012;Kaelbling et al., 1996).RL has three models based on how the reward isconsidered for optimality: model-based (Doll et al.,2012), value-based (Szepesvári and Littman, 1999) andpolicy-based (Sutton et al., 1999). In each modelthere are several RL techniques; the best known aretemporal difference learning (TD), Q-learning, MonteCarlo methods, policy gradient, actor-critic, maximumentropy methods, asynchronous advantage actor-critic,Deep Q-Network (DQN) and deep reinforcement learning.RL has been applied in diverse areas, such ashealthcare, energy systems, communications andnetworking, robotic systems (Li, 2019; Zhou et al., 2021;Pinciroli et al., 2022; Oliff et al., 2020).
2.3 Surveys

There are several surveys on the TSP available in theliterature. The first survey we found was carried outby Bellmore and Nemhauser (1968). The mathematicalrigor of the paper is fascinating, with all its theorems.Subsequently, Jünger et al. (1995) and Laporte (1992),in the same decade, provided an update on the area.Furthermore, they present applications and algorithms tosolve the TSP. Still in the 1990s, Laporte made two moreimportant contributions in literature reviews on the TSP(Laporte and Martello, 1990; Laporte et al., 1996).More recent updates on applications and possiblesolutions can be found in Hoffman et al. (2013); Mataiet al. (2010). An important survey about TSP variantsis provided by Ilavarasi and Joseph (2014). A completesurvey of the generalized traveling salesman problem can

be found in Pop et al. (2023). Another variant, the multipletraveling salesman problem, has a comprehensive surveyby Cheikhrouhou and Khoufi (2021). A survey about bio-inspired metaheuristics applied to TSP is presented byOsaba et al. (2020). There are some other articles thatdeserve to be cited, but they do not have the same impact asthe others (Shi and Zhang, 2022; Ruiz-Meza and Montoya-Torres, 2022; Junior Mele et al., 2021; Roberti and Toth,2012).An important note is the well-known and widelyused database in the area, TSPLIB (Reinelt, 1991), whichprovides researchers with a broad set of test problems fromvarious sources and with various properties.
3 Research method
This section introduces the protocol for conductingthis systematic literature review. The stages includedare: specifying the research questions, primary studysearch, study selection criteria, study quality assessmentprocedures, and data extraction strategy.
3.1 Research questions

The study was guided by the following research questions:
i. How have machine learning algorithms been usedto solve the TSP?ii. How effective has the application of machinelearning been in solving the TSP and its variants?iii. What is the coverage of machine learning algorithmsover TSP variants?

3.2 Primary study search

A systematic Internet search using search engines andacademic digital libraries was performed between Mayand August 2023 to collect studies for this paper.Items 1 to 6 in Table 2 list the digital libraries used inthis review, chosen for their broad coverage of computerscience and operations research. Item 7 corresponds to ageneral academic search engine.
Table 2: Information sources used.

Source URL
1-ScienceDirect https://www.sciencedirect.com/2-IEEE https://ieeexplore.ieee.org/3-ACM https://dl.acm.org/4-Springer https://link.springer.com/5-Wiley https://www.wiley.com/en-br6-PubsOnLine https://pubsonline.informs.org/7-Google Scholar https://scholar.google.com/

The next step in the search strategy was to obtainpotentially relevant primary studies from each of theinformation sources listed in Table 2. A set of keywords, asdefined by the list below, was created based on the researchquestions.We used combinations of the following keywords
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and phrases (in English) in title, abstract and fulltext: “machine learning”, “deep learning”, “reinforcement
learning”, “clustering”, “supervised”, “unsupervised” and

“traveling salesman problem”.These keywords were designed to capture a broadrange of literature relevant to the intersection of machinelearning and the traveling salesman problem.In addition to keywords, the following four criteria wereused in the search process to consider studies as potentiallyrelevant:
i. Papers published in peer-reviewed journals,conference or workshop proceedings, book chapters,or open-access repositories of electronic preprints andpostprints.ii. Papers published in English.iii. Papers with a date of publication or submission toopen-access repositories after, but not including, theyear 2000.iv. Titles that clearly indicate the use of ML techniquesapplied to the TSP, whether it involves a variant or not.

3.3 Study selection criteria

In the second stage, the abstracts were analyzed. At thisstage, the following questions were asked, and the studyproceeded if the answer to both was positive:
• Does the study solve any instances of the TSP or one ofits variants?• Does the study use any of the machine learningtechniques mentioned above to solve or assist in solvingany instance of the TSP?

In addition to these qualitative questions, we appliedexplicit exclusion criteria: (i) duplicate records acrossdigital libraries; (ii) studies that only mention TSP or MLin a peripheral way, without actually combining them; (iii)papers focused exclusively on classical metaheuristics orexact methods without any ML component (e.g., geneticalgorithms, particle swarm optimization and relatedapproaches not framed as machine learning); and (iv)extended abstracts, posters, or non-archival material.Overall, we initially retrieved 19 346 records from thesources listed in Table 2. Only studies in which machinelearning was actually used to solve instances of the TSPor its variants were retained. Papers that addressedoptimization techniques conceptually related to ML, suchas genetic algorithms or particle swarm optimization, butwithout an explicit learning component, were excluded.During full-text screening, a small number of additionalstudies were discarded due to ambiguity in the use of theterm “cluster”, which in some works referred to clusteringas a machine learning technique, while in others it onlydescribed structural properties of the TSP instance. Afterapplying all inclusion and exclusion criteria, the finalcorpus of this systematic review comprises 35 primarystudies.

3.4 Study quality assessment procedures

Finally, all selected papers from the previous stage werecarefully read in their entirety, and the same questions andexpected answers from the previous stage were appliedto each one. At this point, any articles that had not fit inour previous stage but were cited in some of the analyzedworks were carefully examined, and if they fit our study,they were included.This constitutes the quality assessment of all studies.
3.5 Data extraction strategy

The first stage of extraction focuses on the basicinformation of the studies, such as where they are stored,year of publication, and country of the authors.The second stage focuses on the machine learningmethods used, which TSP variants are addressed, anda comparison of problem-solving approaches betweenthose using machine learning and those based solely onthe classical literature.The final stage involves analyzing the type of datasetused, the size of the instances, and the number of nodes.
4 Results
Fig. 1 displays the distribution of selected studies by thecountry of origin of the contributors. There is at least onestudy from each continent except Africa. The majorityof the studies originated from China, totaling elevencontributions, followed by Singapore with six originalpapers. The United States follows with five papers.Fig. 2 displays the selected studies distributed bypublication year and the number of papers in eachsource per year. The majority of studies were publishedbetween 2019 and 2023, indicating a growing interestfrom the computing and engineering research communityin addressing the TSP using machine learning in recentyears. By source, it is possible to identify a sharp increasein the number of arXiv preprints around 2019, makingarXiv the most frequent outlet across all years considered.Despite this difference, most peer-reviewed venues (IEEE,ScienceDirect, Springer) typically host one or two paperseach within our corpus.Fig. 3 shows the number of scientific articles foundin each scientific database. The majority of the selectedstudies came from arXiv (37.14%). This is followed by IEEEand ScienceDirect (17.14% each), Springer (14.29%), MDPI(5.71%), and ACM, PubsOnLine, and Wiley (2.86% each).This result is not surprising, given that arXiv does not havepeer review, and some of the other top-ranking sources(ScienceDirect, IEEE, Springer) are more well-known inthe scientific publication realm.When analyzing which category of machine learning isbeing applied to TSP, as presented in Fig. 4, reinforcementlearning emerges as the most prominent (43.2%),representing nearly half of the works. It is closely followedby supervised learning (37.8%), while only 16.2% ofthe works utilize unsupervised learning. It is worthmentioning that there are works that combine multiplecategories of machine learning to achieve their results.
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Figure 2: Distribution of selected studies by publicationyear and scientific source.
Fig. 5 illustrates how each category is tested in termsof the number of TSP instances, with Figs. 6 to 8 detailingsupervised, unsupervised and reinforcement learning,respectively. The mixed category, comprising only onework, is omitted; it used 1000 instances.
It is noteworthy that most works, regardless ofcategory, employ a relatively low number of instances.
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Figure 3: Distribution of selected papers by each scientificsource.
Reinforcement learning has a wider range than the others,despite supervised learning including two works with thelargest number of instances.In supervised learning, the number of instances ispredominantly in the lower range, following a pattern,with some works using around 30 000 and 110 000instances, as shown in Fig. 6.In Fig. 7, the distribution of instances used inunsupervised learning shows a similar pattern, with amajority having a small number of instances, and nearlyhalf utilizing around 10 000 instances.Fig. 8 illustrates that reinforcement learning has beenapplied to a small number of instances in many works, but
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Figure 4: Percentage of machine learning categoryutilized to solve the Traveling Salesman Problem.
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some studies report experiments with a very large numberof instances, including one with 1 million instances.The number of instances represents the frequencywith which each amount of nodes is used by the machinelearning system to obtain results. It is evident thatreinforcement learning often requires more instances dueto its construction.Fig. 9 displays the number of nodes used by eachmachine learning category in each instance. In general,the works mostly operate with fewer than 500 nodes.Reinforcement learning exhibits some works between 500and 1000 nodes, with only one above 1100. Supervisedlearning demonstrates a gradual increase in the numberof nodes up to around 2500. Unsupervised learning showsan increase beyond 500 nodes with some repetition. Themixed category, comprising one work, does not exceed500 nodes. This gradual increase suggests that currentML techniques are still more commonly applied to smalland medium-sized instances, and their behavior on very

Supervised Learning

0

20k

40k

60k

80k

100k

120k

140k

In
st

an
ce

s

Figure 6: Distribution of selected papers by category ofmachine learning (supervised learning).

Unsupervised Learning

0

2k

4k

6k

8k

10k

12k

In
st

an
ce

s

Figure 7: Distribution of selected papers by category ofmachine learning (unsupervised learning).
large instances remains less explored.Table 3 presents the techniques used in each paperincluded in this systematic review. Some worksemploy more than one technique. In addition to SOM(Self-Organizing Map), GNN (Graph Neural Network),GCN (Graph Convolutional Network), LSTM (LongShort-Term Memory), Neuro Gas, Transformers, andHopfield Networks are neural networks. REINFORCE,Adam optimization, Actor-Critic, Policy Gradient, Self-Critic, and Q-learning belong to reinforcement learning.Organizing them this way provides readers with a broadoverview of the techniques employed.Tables 4 and 5 provide a consolidated view of theprimary studies, linking ML categories to specific TSPvariants, datasets and problem scales. Reinforcementlearning studies are summarized in Table 4, whilesupervised and unsupervised learning studies arepresented in Table 5. This quantitative summarycomplements the more qualitative analysis presented in
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Table 3: Machine learning techniques utilized in each work.
Technique WorkSOM Créput and Koukam (2009); Avşar and Aliabadi (2015); Luptáková and Pospíchal (2017)
GNN Kaempfer and Wolf (2018); Prates et al. (2019); Ma et al. (2019); Hu et al. (2020, 2021)Perera and Kamalaruban (2021); Joshi et al. (2022); Kool et al. (2022); Min et al. (2023)
REINFORCE Bello et al. (2017); Kool et al. (2019); Ma et al. (2019); Kyaw et al. (2020); Joshi et al. (2022)Ling, Zhang and Chen (2023); Yang et al. (2023); Li et al. (2023)
Adam Optimizer Avşar and Aliabadi (2015); Deudon et al. (2018); Jaradat et al. (2019); Joshi et al. (2019)Prates et al. (2019); Hu et al. (2020); Kyaw et al. (2020); Joshi et al. (2022); Ling, Zhang and Chen (2023)Li et al. (2023); Ling, Zhou and Zhang (2023); Varol et al. (2023)Actor-Critic Bello et al. (2017); Ma et al. (2019); Li et al. (2020); Kyaw et al. (2020)Policy Gradient Roberto et al. (2020)Self-Critic Perera and Kamalaruban (2021)Q-learning Dai et al. (2017)KNN Joshi et al. (2019); Ghiani et al. (2020); Joshi et al. (2022)GCN Joshi et al. (2019); Roberto et al. (2020)LSTM Kyaw et al. (2020); Roberto et al. (2020)SVM Sun et al. (2021)k-means Avşar and Aliabadi (2015); Jaradat et al. (2019); Ghiani et al. (2020)Neuro Gas Luptáková and Pospíchal (2017)NN Varol et al. (2023)Transformers Bresson and Laurent (2021); Yang et al. (2023)Hopfield Network Tan et al. (2005); Li et al. (2016); García et al. (2017); Luo (2019); Qiao et al. (2019)

Table 4: Summary of primary studies based on Reinforcement Learning (RL).
Reference TSP variant Dataset / scale (approx.)Bello et al. (2017) eTSP Synthetic 2D instances, usually 20–100 nodes, tens of thousands of traininginstancesBresson and Laurent (2021) eTSP Synthetic Euclidean instances, 20–100 nodes, large training setsDeudon et al. (2018) eTSP Synthetic instances for training, TSPLIB for evaluation, up to 100 nodesDai et al. (2017) eTSP Synthetic graph instances, up to 50–100 nodes, thousands of episodesHu et al. (2020) mTSP Synthetic multiple TSP instances, tens to hundreds of nodes and severalsalesmenKool et al. (2019) eTSP Synthetic Euclidean instances, 20–100+ nodes, tens of thousands of traininginstancesKool et al. (2022) eTSP / VRPs Synthetic graph instances, up to a few hundred nodesKyaw et al. (2020) TSP-like Grid-map coverage instances, tens to hundreds of cells, thousands of episodesLi et al. (2023) MOTSP Synthetic multi-objective TSP instances, typically 50–100 nodesLing, Zhang and Chen (2023) eTSP Synthetic and traffic-like instances, tens to hundreds of nodesMa et al. (2019) eTSP Synthetic graph instances, up to a few hundred nodesPerera et al. (2023) MOTSP Synthetic multi-objective TSP instances, tens to hundreds of nodesRoberto et al. (2020) eTSP Synthetic training instances and TSPLIB test sets, up to 100 nodesYang et al. (2023) eTSP Synthetic Euclidean instances, 20–100+ nodes, large training setsZhang et al. (2021) DTSP Synthetic dynamic TSP instances, with nodes or edge costs changing over time

Sections 4 and 5.
The Metric TSP (eTSP) is the most commonly usedvariant among researchers attempting to solve problemsusing machine learning techniques (Fig. 10). It isfollowed by Multiple TSP (mTSP), with Multi-objectiveTSP (MOTSP) and Symmetric TSP (sTSP) tied in the nextpositions.
Lastly, the analysis of the datasets used is presented inFig. 11. Most works (64.6%) generate their own datasets,while 29.2% use TSPLIB. While it is encouraging thatsome works utilize TSPLIB as a ground truth, the majoritystill create datasets that are not validated against widelyaccepted benchmarks.

5 Discussion

The results of this review show that the use of MLfor TSP is growing rapidly, but still exhibits severalstructural imbalances. Geographically, a large proportionof contributions originates from a small set of countries,particularly China and a few research hubs in Asiaand North America, while other regions remainunder-represented. This concentration may limit thediversity of application domains and datasets considered,and suggests that closer collaboration with logistics andtransportation stakeholders in other regions could enrichfuture research.From a methodological perspective, reinforcementlearning and supervised learning dominate the landscape(Fig. 4), whereas unsupervised learning plays acomparatively minor role and is often used only as
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Table 5: Summary of primary studies based on Supervised (SL) and Unsupervised Learning (UL).
Reference ML category TSP variant Dataset / scale (approx.)Avşar and Aliabadi (2015) UL eTSP TSPLIB and synthetic Euclidean instances, up to a fewhundred nodesCréput and Koukam (2009) UL eTSP TSPLIB benchmark instances, up to about 100 citiesFuentes et al. (2018) UL* eTSP Clustered synthetic and TSPLIB instances, up to a fewhundred nodesGarcía et al. (2017) UL sTSP/eTSP TSPLIB and synthetic instances, small to medium sizeGhiani et al. (2020) SL+UL TDTSP Time-dependent synthetic instances, small to mediumroad networksHu et al. (2021) SL eTSP Synthetic Euclidean and TSPLIB instances, up to a fewhundred nodesJaradat et al. (2019) UL* eTSP Synthetic clustered instances and TSPLIB, up to a fewhundred nodesJoshi et al. (2019) SL eTSP Synthetic Euclidean instances and TSPLIB, up to 200nodesJoshi et al. (2022) SL eTSP Synthetic instances with varying sizes and distributions,up to a few hundred nodesKaempfer and Wolf (2018) SL mTSP Synthetic multiple TSP instances on Euclidean graphs,tens to hundreds of nodesLi et al. (2016) UL sTSP/eTSP TSPLIB and synthetic instances, small to medium sizeLing, Zhou and Zhang (2023) SL mTSP Synthetic multiple TSP instances, up to a few hundrednodesLuo (2019) UL sTSP/eTSP TSPLIB and synthetic instances, small to medium sizeLuptáková and Pospíchal (2017) UL sMaxTSP Synthetic complete graphs, maximizing tour length,small to medium sizeMin et al. (2023) UL eTSP Synthetic Euclidean instances, typically up to 100 nodesPrates et al. (2019) SL decision TSP Synthetic instances for decision TSP, up to a few hundrednodesQiao et al. (2019) UL sTSP/eTSP TSPLIB and synthetic instances, small to medium sizeSun et al. (2021) SL TSP (reduction) TSPLIB and synthetic instances for problem-reductionmodelsTan et al. (2005) UL sTSP/eTSP TSPLIB instances, small to medium sizeVarol et al. (2023) SL eTSP Synthetic TSP instances with arbitrary nodedistributions, up to a few thousand nodes* Clustering used as an auxiliary heuristic component, not as a standalone learning approach.
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Figure 8: Distribution of selected papers by category ofmachine learning (reinforcement learning).
a preprocessing step (e.g., clustering) rather than as a fullsolution approach. One plausible explanation is that TSPis naturally formulated as a sequential decision-makingproblem with explicit rewards, which matches well with
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RL paradigms. Supervised approaches, on the other hand,typically rely on synthetic labels or optimal solutionsgenerated by classical solvers, which may not scale well tovery large instances.
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Regarding problem scale, most studies still operateon instances with fewer than 500 nodes (Fig. 9), andfrequently on far smaller problems. Although a fewworks report experiments with tens of thousands oftraining instances or nodes, these are exceptions ratherthan the rule. Taken together with the reliance onself-generated datasets (Fig. 11), this raises concernsabout the external validity of current ML-based TSPsolvers: performance gains demonstrated on small,synthetic benchmarks may not directly translate to large-scale, noisy or heterogeneous industrial cases.Another important observation concerns the coverageof TSP variants. Out of the eighteen variants brieflyreviewed in Section 2.1, only eleven appear in theprimary studies collected (Fig. 10). Most works targetstatic, metric or symmetric instances, while dynamicand time-dependent variants such as DTSP, TDTSPand MT-TSP receive little attention. This is somewhatparadoxical, because in real-world routing problemstravel times and distances fluctuate due to traffic,weather and operational constraints. ML, particularlyRL and online learning, is well positioned to handle such

non-stationary environments, yet the existing literatureseldom exploits this potential. Future work could, forexample, investigate RL agents that continuously adaptto streaming information about congestion, incidentsor weather, or meta-learning schemes that can rapidlyspecialize to new network conditions.Finally, dataset practices deserve comment. Althoughthe use of TSPLIB and related benchmark collectionsis not negligible, the majority of works rely on ad hocsynthetic data. While synthetic benchmarks are usefulfor controlled experiments, a more systematic adoption ofstandardized datasets (TSPLIB, National TSPs, mTSPLIB,MATILDA, among others) would greatly facilitate faircomparison between approaches and reduce the risk ofoverfitting to specific, researcher-defined distributions.Shared experimental protocols and open-sourced codeand data are also necessary to make progress beyondisolated case studies.
6 Gaps and limitations of current research

This review identifies several gaps in the existingliterature on ML for TSP. First, most approaches areevaluated on relatively small, static and syntheticinstances, which limits our understanding of howthey perform on large-scale, noisy or dynamic routingproblems. In particular, there is very limited empiricalevidence on ML methods for time-dependent, dynamic ormoving-target variants (TDTSP, DTSP, MT-TSP), despitetheir clear practical relevance.Second, the diversity of experimental protocolshampers systematic comparison across studies. Differentauthors use distinct datasets, instance generators,baselines and evaluation metrics, and only a subset rely onwidely accepted benchmarks such as TSPLIB or NationalTSPs. This heterogeneity makes it difficult to assesswhether reported improvements are due to algorithmicadvances or to differences in experimental design.Third, from a methodological viewpoint, currentML-based solvers often treat TSP as a standalonecombinatorial optimization benchmark, rather thanas part of broader decision-making pipelines (e.g.,integration with inventory management, scheduling orreal-time information systems). As a consequence, issuessuch as interpretability, robustness to distribution shiftsand alignment with domain-specific constraints remainunderexplored.This systematic review has some limitations. Althoughwe followed a structured search protocol and consultedmultiple digital libraries, it is possible that some relevantstudies were not captured, especially those publishedoutside the main venues or in other languages. In addition,we did not perform a meta-analysis of performancemetrics, because the heterogeneity of experimentalsetups and the lack of standardized reporting preventeda meaningful quantitative synthesis. Future reviewscould focus on specific subsets of ML methods or TSPvariants, adopting stricter inclusion criteria to enabledeeper statistical comparison.
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7 Conclusion
The Traveling Salesman Problem (TSP) has persistedsince the 18th century and continues to be addressedtoday through the application of machine learning(ML) algorithms to solve the original problem or itsvariants. This field of research is expanding, and thiswork highlights the ample opportunities for furtherinvestigation. One important observation is related todatasets and experimental configurations they could bemore structured, standardized and easy to reuse in manydifferent scenarios, enabling more reliable comparisonsamong proposed methods.
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